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Driving Deployments in OEM Computing 
– Communications, Defense, Imaging, … 

•Efficient scaling of channelized architectures

– Decoupling pipeline stages and optimizing for $/GOP and $/Watt

– “Direct I/O” and “Message Passing” for Data

– “Message Passing” and “Doorbells” for Control and Sync

•10G offload, reliable transport standardized in hardware
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RapidIO Technology Genesis

•Started as embedded interconnect in 1997

– Conceived as a processor interconnect

– Motorola & Mercury collaborated on initial 
specification

•RapidIO design goals

– Define a light-weight protocol

– Limit software impact

– Focus on „inside-the-box‟ communications

•First rev standard completed 1999

– 2001 first silicon: FPGAs, processors, 
bridges and switches

•Expanded to support carrier-grade fabric 
requirements

Embedded, Networking

and Telecom Applications
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Interconnect Clarifying Terminology

Serial

Interconnect

•Link Protocol

•Point-to-

point, no 

System 

Addressing

Switched

Interconnect

I/O Load & 

Store

Ethernet

Datagram 

(Packets)

•Serial Protocol

•System Addressing

Switched

Fabric

•IO and Packets 

Protocols

•Robust Link Layer

•Traffic Managed

•CPU offload

Lightweight

http://www.pcisig.com/specifications/pciexpress/
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RapidIO Network Building Blocks

•RapidIO networks are built 

around two “Basic Blocks”

– Endpoints

– Switches

•End points source and sink 

packets

•Switches pass packets 

between ports without 

interpreting them

•All devices support 

maintenance transactions 

for access to configuration 

registers

End

point

End

point

End

point

End

point

Port

2

Port
1

Port
3 Switch

ROM

CPU

End

point

End

point

Port

0

Port

2

Port
3 Switch

Port

0

DRAM
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RapidIO Technology System Value

•Scalable, modular architecture

– Layered architecture with 
common transport layer

– Chip-to-chip, board-to-board, 
backplane

•High-speed connectivity

– Physical layer defined for 
backplane interconnection

•~80-100 cm + 2 connectors 
(Serial)

– Up to 10Gbps bandwidth today

•Robust feature set

– Carrier-grade reliability

– Traffic management

– Multi-protocol/convergence

Memory

Switch

Host

Processor

Processor

Memory

Processor

Memory

Host

Processor

Memory

Processor

Memory

Processor

Memory

Switches
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RapidIO Architecture

8,16
Parallel

Logical 

Specifications

Transport 

Specifications

Physical 

Specifications

Global Shared
Memory

Message 
Passing

I/O System

Higher Speed
PHYs

Flow
Control

Common Transport

1x/4x Serial

Data
Streaming

Ancillary 

Specifications MulticastInteroperability Error 
Management

System
Bring up
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Logical 

Specifications

Transport 

Specifications

Physical 

Specifications

Ancillary 

Specifications

8,16
Parallel

1x/4x
Serial

Physical Layer Specifications

•Serial

– 1 or 4 lane XAUI AC coupled with 8/10b encoded

– 1.25 - 3.125 Gbaud aggregated up to 10Gbps

•Parallel

•Point-to-point topology

•Device synchronization and training

•Control symbols provide for physical layer control

– Pre-empt data packets

– Explicit hardware-based error recovery using 
retransmission protocol

•Four fixed priorities

– Mechanism for higher and lower priority  traffic

– Order is maintained for traffic at a given priority

– Transaction acknowledge/reply higher priority than 
request

•Link-level flow control
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Transport Specification

•Switches operate at the transport layer
– All logical protocols use a common transport 

header

– Today‟s switches will work with future logical 
protocols

•Device-based routing
– 8 or 16 bit device ID

•Simplifies classification and routing compared 
to Ethernet or IP

– Any RapidIO device ID can be used as a 
unicast ID or a multicast group
•Unicast packets are forwarded out a single port

•Multicast packets are forwarded to multiple 
ports (No ACK NWRITE, SWRITE, Data 
Streaming)

– Fail-over events only affect routing table 
entries of nearest neighbors

Logical 

Specifications

Transport 

Specifications

Physical 

Specifications

Ancillary 

Specifications

Common
Transport

Multicast
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Input/Output Logical Specification

•Load / Store / DMA operations

– Processor is not necessarily RapidIO aware

•34, 50, 66-bit address space

•Transactions:

– NREAD –read operation

•Data returned is the response

– NWRITE –write operation, no response

– NWRITE_R –robust write with response from 
the target end-point

– SWRITE –streaming write

– ATOMIC –atomic read-modify-write

– MAINTENANCE –system discovery, 
exploration, initialization, configuration and 
maintenance operations

Logical 

Specifications

Transport 

Specifications

Physical 

Specifications

Ancillary 

Specifications

I/O
System
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Logical Specification
Message Passing

•Hardware support for segmentation and 
reassembly of 4kB datagrams

– Segments are automatically reordered

•Logical Layer acknowledge

– Auto retry on timeout

•Messages

– Organized into 4 mailboxes and 4 letters within 
each mailbox

•Sending device can send 4 concurrent letters to 
each target mailbox

•Doorbells

– Short 8 or 16-bit messages

Logical 

Specifications

Transport 

Specifications

Physical 

Specifications

Ancillary 

Specifications

Message
Passing
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Logical Specification
Data Streaming

•Segmentation and reassembly
– 64Kb PDUs

– System-wide MTU size 

•Efficient logical protocol for communications
– Start, continuation, end segments

•continuation has 20 bit header

•Interworking
– Ethernet, UTOPIA, SPI-3/4, CSIX, etc

•Virtual Streams
– Flow identification

•Traffic Management framework
– End-to-end Flow control

– Millions of streams

– 256 traffic classes 

– Lossy operations
•No logical layer acknowledge to support traffic 

managed data plane applications

Logical 

Specifications

Transport 

Specifications

Physical 

Specifications

Ancillary 

Specifications

Data
Streaming
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Other Features

•Specification includes a user-defined logical protocol for 

custom extensions

•Packets are 256 payload bytes or less

• Ancillary Specifications

–Interoperability

•PCI transaction mapping

•Hardware Interoperability Platform (HIP)

•Interoperability checklist

–Error Management

–System Bring-up
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RapidIO Packet Format
Logical Layer

•Logical Layer format delineated by 4 bit Ftype field

Listed as “TYPES” in the Specification

•Transaction field indicates the specific request or 

response type

•All other fields dependent on Ftype and Transaction

8 to 256 Bytes

4 4

84 32, 48, 64

Optional Data Payload

Ftype

Size
Source

TID

Transaction

Device Offset Address

Logical
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RapidIO Packet Format 
Logical TYPES

•I/O non-coherent functions

–NREAD, NWRITE, NWRITE_R, SWRITE, ATOMIC

•Message functions

–DOORBELL, MESSAGE

•System support functions

–MAINTENANCE

•Flow Control

•User Defined functions

•Cache coherence functions

–READ, READ_TO_OWN, CASTOUT, IKILL, DKILL, 
FLUSH, IO_READ
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RapidIO Packet Format
Transport Layer

•RapidIO uses source based addressing

•Switches use route tables to determine destination port

•TT Field indicates size of route address 

•A destination may have more than 1 target address for 
redundant routes

8 to 256 Bytes

8 or 16 8 or 162 4 4

84 32, 48, 64

Optional Data Payload

TT
Target 

Address

Source 

Address
Ftype

Size
Source

TID

Transaction

Device Offset Address

Transport Logical
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RapidIO Packet Format
Physical Layer

•Physical Layer adds device to device handshake info

•Packet partitioned to simplify assembly/disassembly in 

controllers

168 to 256 Bytes

8 or 16 8 or 162 4 4

84 32, 48, 64

CRC Next PacketOptional Data Payload

TT
Target 

Address

Source 

Address
Ftype

Size
Source

TID

TransactionPhysical Bits
Previous 

Packet

Device Offset Address

Physical Transport Logical
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Functional Goals for Data 
Streaming

•Enhanced Encapsulation Functionality
– Achieve bandwidth utilization approaching 100%

– Protocol independence

– Manage millions of independent streams

– Support streaming, cut-through architectures

– Support system-wide MTU size (as low as 32 bytes)

– Transport 64Kb PDUs 

– Achieve deterministic behavior (including SAR format for fixed 
packet sizes)

•Semantics for Traffic Managed Fabrics
– Support hundreds of traffic classes, thousands of flows and fine-

grain flow control

– Implement congestion management and avoidance 

– Provide option to drop traffic when absolutely necessary

•Backwards Compatible
– Inter-operate with existing RapidIO specifications



© Copyright 2006 RapidIO® Trade Association Slide 19
RapidIO ASIA  Design Summit – Nov  
2007

Traffic Streams

•Definition

– An independent, ordered series of PDUs flowing from a producer 
to a consumer

•PDUs in a stream…

– Share the same Tx and Rx device

– Share an ordering relationship

•PDUs in different streams…

– Are segregated for differentiated processing or service

– May have differences in protocol-specific fields

•Example: UDP port # 

•Streams are application defined

•Identified by a unique Virtual Stream ID (VSID)
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Virtual Stream ID (VSID)

•Source/Destination pair

•Class of service

•StreamID

–Can be loaded with any demultiplexing 
method at the destination
•Protocol

•Sub Port Addressing

•Buffer / Virtual Memory Allocation

–StreamID is used at the endpoints only
•RapidIO end-points terminate traffic
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Encapsulating Protocols

One possible implementation of encapsulating a CSIX frame 

into a RapidIO Data Streaming PDU

CSIX Frame (enhanced)

Dest AddrClass

Rapid IO Data Streaming PDU (start segment)

Payload

DestinationID CoS S CRCStreamID Payload

8 / 16 bits 8 / 16

SourceID

8

S E

S - Start Flag

E - End Flag

Rsv - Reserved

XH - Extended 

Header (Reserved)

E

1 1 3

Rsv XH

1 16 16 232-256 bytes

Generated 

at End Point

StreamID

LUT
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Encapsulating Protocols

An alternative implementation of encapsulating a CSIX frame 

into a RapidIO Data Streaming PDU

CSIX Frame (enhanced)

Dest AddrClass

Rapid IO Data Streaming PDU (start segment)

Payload

DestinationID CoS S CRCStreamID Payload

8 / 16 bits 8 / 16

SourceID

8

S E

S - Start Flag

E - End Flag

Rsv - Reserved

XH - Extended 

Header (Reserved)

E

1 1 3

Rsv  XH

1 16 16 232-256 bytes

Generated 

at End Point

StreamID

LUT
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Encapsulating Protocols

Possible implementation of encapsulating a Ethernet frame 

into a RapidIO Data Streaming PDU

GMII Frame

DA

Rapid IO Data Streaming PDU (start segment)

Payload

DestinationID CoS S CRCStreamID Payload

8 / 16 bits 8 / 16

SourceID

8

LUT - Lookup Table

S - Start Flag

E - End Flag

Rsv - Reserved

XH - Extended Header 

(Reserved)

E

1 1 3

Rsv  XH

1 16 16 232-256 bytes

Generated 

at End Point

Type

Generated 

during SAR

May be broken up to require

several PDUs during SAR

LUT

Vlan TagSA

Key can be any field(s)
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RapidIO Applications

•Wireless infrastructure

•Edge devices

•Storage equipment

•High-end computing

•Military, scientific and industrial applications
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Standards-Based Solutions
AdvancedTCA® Platforms

•Leveraged for development 
and deployment in a wide 
range of application areas 
including routers, wireless 
infrastructure, soft switches, 
media gateways, optical 
transport systems

•RapidIO interconnect is the 
best option for chip, card and 
backplane connectivity in 
ATCA platforms
– High-speed (up to 

3.125Gbps/lane)

– No software overhead

– Hardware-based reliability

– Built-in traffic management

•PICMG 3.5 RapidIO Standard

ATCA Fabric Requirements:

•Bandwidth
– 12-16 Gbps per blade slot

– 4 channels at 5 Gbaud using 
8b/10b encoding = 16 Gbps

•Cost-effective switch silicon 
– Integrated SERDES (1600 mV 

maximum)

– Large enough for a multi-chassis 
configuration
• 20-24 ports (16 slots + fabric 

extension)

– Around 300 Gbps switch 
throughput

•Fabric Characteristics 
– Congestion management

– Quality of Service (QoS)
• Low overhead, jitter 

– Error reporting

•Mesh, Star topology options
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ATCA for Development and 
Deployment 

PICMG 3.0

ATCA Platform

AdvancedTCATM

Card

AdvancedTCATM

Mezzanine Cards

+

Real-World

Deployment

RapidIO connecting 

the DSP farm AMC 

to the ATCA card

RapidIO connecting

the control AMC

to the ATCA card

RapidIO switch card 

connecting the AMCs to 

the RapidIO backplane
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Summary

•RapidIO is an open-standard switched fabric for wireless 
infrastructure, edge networking, storage, scientific, military and 
industrial designs. 

•RapidIO delivers the reliability, cost effectiveness, 
performance and scalability required by its target markets.

•RapidIO offers a broad ecosystem of over 50 partners and 
suppliers, with products and solutions available for your 
designs today. 

•Learn More: Download the latest RapidIO Specifications

– http://www.rapidio.org/specs/
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New Features

•Two major areas of concentration

–New Higher Performance Physical Layer

•Next step in bandwidth matching with current 

SerDes offering

–Significant Data Plane Enhancements

•Offering carrier grade Data Fabric Performance



© Copyright 2006 RapidIO® Trade Association Slide 30
RapidIO ASIA  Design Summit – Nov  
2007

New Physical Layer Feature 
Overview

•Rev 2.0 is backwards compatible with Rev 1.3

•Link width options are 1x, 2x, 4x, 8x and 16x

•Signaling rates of 1.25, 2.5, 3.125, 5.0 and 6.25 
Gbaud

•Extended channel reach goals and baud rates

•Data is 8b/10b encoded

•Hot plug support at the electrical level

•AC electrical specs
–Speeds < 3.5 Gbaud are based on 3.125GBaud XAUI

–Speeds > 3.5 Gbaud are based on OIF

•Introduction of new functionality in control symbol 
and Idle pattern 
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Benefits

•Backwards compatibility with Rev 1.3

•Systems will interoperate with existing silicon 

at speeds lower then 3.5 Gbaud

–Protects investments made TODAY!

•Provides a flexible solution to system 

architectures‟ mix of traffic requirements

•Provides a migration path for backplanes 

going forward
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Benefits

•Combination of Link width (1x, 2x, 4x, 8x and 16x) and 

Signaling rates (1.25, 2.5, 3.125, 5.0 and 6.25 Gbaud)

•Scalability: Meets the needs of any possible architecture

– Backplane application

– Chassis to chassis

– Processor interconnect to I/Os and System

– DSP clusters

– Bridging/Encapsulation of any other protocol like SPI4, PCIe 1.1 

or 2.0, Utopia, GigE and 10 GigE

•Flexibility of architecture in the field

•Protection of the investment (SW and HW) for customers
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Benefits

•Extended Reach and baud rates

•Baud rates of 1.25, 2.5 or 3.125 Gbaud

– Long Reach: 50 cm channel length with 2 connectors

– Short Reach: 20 cm channel length with 1 connector

•Baud rates of 5.0 and 6.25 Gbaud

– Long Reach: 100 cm channel length with 2 connectors

– Medium Reach: 60 cm channel length with 2 connectors

– Short Reach: 20 cm channel length with 1 connector

•Support for DFE based receivers offers additional channel choices 

•Supports Stateye channel compliance testing

– Valuable for closed data eye evaluation

•Reliably meets the application needs based on reach

•Adaptable to any part of the system
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Benefits

•Data is 8b/10b encoded

•Packet data will be scrambled for all baud rates > 3.5 
Gbaud

•Scrambling occurs after lane stripping and before 
8b/10b encoding (one scrambler per lane)

•Provides better EMI suppression and Reliability

•Allows use of special 8b/10b characters for 
delineation

•Makes use of existing test equipment infrastructure

•Error Protection and Recovery in HW
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Benefits

•AC electrical spec

–Speeds < 3.5 Gbaud are based on 3.125GBaud XAUI

–Speeds > 3.5 Gbaud are based on OIF

•Based on industry standards SERDES technology

•Availability of IP

•FPGA support

•Available Expertise
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Benefits – Extended Control 
Symbol and New Idle

•Provides better CRC protection for DFE 

based receivers

•Provides auto detection of 

–Lane polarity

–Differential pair polarity

–Port width/lane number

–Data rate capabilities

•Provides mechanism for RX to adjust TX 

emphasis settings
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Data Plane Feature Overview

•New Data Streaming Packet Format

•Addition of Virtual Channels (VCs) to Serial 

Physical Layer

•New Endpoint Flow Control Arbitration Spec

•New Traffic Management Spec

•Virtual Output Queue (VoQ) Spec
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Benefits - Data Streaming 
Support

1
2
3
4

5
6
7
8

Endpoint Multicast 

Switch

Endpoint

Endpoint

•Type 9 packet format for streaming data

– Is more like messaging then direct IO.  No memory address are used but stream 
ID number

– Can be multi cast packets which is new capability for messaging

•Supports up to 64K PDU sizes using selectable MTU size and SAR

•Supports thousands of data streams between endpoints, as well as, 
concurrent PDUs

•Introduces Class Of Service (COS) support with hundreds of traffic classes

– Now multiple streams can be prioritized 

•Supports multicast 

•Supports lossy transactions

•Can be used for encapsulation of any 

arbitrary protocol
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Benefits – Virtual Channels

•Allows physical channel to be subdivided into 

independently managed subchannels

–No ordering guaranteed between VCs

–Individual link layer flow control and buffers for 9 VCs

•Introduces Continuous Traffic to existing Reliable 

Traffic

–Reliable traffic uses VC0, priority based

•Allows reserving of bandwidth and Quality of Service 

(QoS) on subchannel granularity

–Scheduling is Implementation defined

•Increases overall utilization of the switch fabric
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Virtual Channels

• Allows physical channel to be subdivided into 
independently managed subchannels
– No ordering guaranteed between VCs

– Support for Individual link layer flow control and buffers for 9 
VCs (we can give higher priority for VC1(highest over VC8 
(best effort).  

– VC0 can be divided even further because it is only 1 that is 
priority based 

• Allows reserving of bandwidth and Quality of Service 
(QoS) on subchannel granularity 
– Allows priority between VC

– Scheduling is Implementation defined

• Introduces Continuous Traffic to existing Reliable Traffic
– Continuous traffic is time sensitive data with no 

retransmissions

– VC0 must be reliable traffic based priority

– VC1-VC8 can be either reliable or continuous traffic   They 
can also be prioritized among each other. 

• Increases utilization of the switch fabric
– Obtain best effort benefits. Ability to drop packets & not 

waste utilization on retry.

te
xt

text

te
xt

te
xt

te
xt

te
xt

te
xt

te
xt

VC1

VC5VC4

VC8

VC0

VC7

VC3

te
xt

VC2

VC6

0 1

2 3



© Copyright 2006 RapidIO® Trade Association Slide 41
RapidIO ASIA  Design Summit – Nov  
2007

Benefits – Flow Control 
Arbitration

•Extends the existing Type 7 congestion management 
packet functionality defined for flow level control

•Allows endpoints to manage and arbitrate for 
resource Segmentation and Reassembly (SAR) 
contexts at a PDU level

•Prevents traffic from being admitted to the fabric if 
there are no receiving end resources

•Endpoint wishing to transmit data sends Request 
message for single or multiple PDUs

•Receiving device allocates (Xon) or de-allocates 
(Xoff)

•Allows pipeline of request and TX Release message 
to de-allocate resources
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Quality-of-Service (QoS) 
Dependencies

QoS depends on proper hooks across the interconnect fabric

– Hierarchical Flow Control

•Addresses short, medium and long-term congestion events

•Link and end-to-end

– Ability to define many streams of traffic

•Often defined as a logical sequence of transactions between two 

endpoints

– Ability to differentiate classes of traffic among streams

– Ability to reserve and allocate bandwidth to streams and classes

Overall Interconnect Traffic Streams Classes
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Flow Control Comparison

Ethernet

•Link-to-link flow control

– PAUSE frames

•L3+ end-to-end flow control

– ECN, TCP windowing, 

others

RapidIO

•Link-to-link flow control

•Congestion control

• XON, XOFF

•Fine-grained end-to-end 

flow control

• Data Streaming 

Logical Layer

End

point

Line Card

Switch Switch Switch
End

point

End

point

End

point

End

point
End

point

Line Card

Back 
Plane

End-to-End 
Traffic Mgmt

Link-level 
Flow Control

XOn-XOff
Congestion 

Control
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Benefits – Traffic Management

•Allows endpoints to coordinate traffic flows 

between class and stream based queues

•Uses the extended header type 9 packet 

format

•Receiving device sends messages to the 

transmitting device to throttle traffic

•Supports On/Off, Rate based, and Credit 

based schemes
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Virtual Output Queuing

•Method that provides physical layer status messages to communicate 
congestion status of downstream device‟s ports. 

•Greatly reduces head-of-line (HOL) blocking, increasing fabric 
performance
– Congestion can „spread‟ if traffic that would otherwise be not affected is 

caught behind traffic that is competing for congestion resources

•Utilizes the new extended control symbol to communicate congestion 
info about downstream ports.
– Allows devices to make queuing decisions to avoid HOL 

Data from P1 bound 

for P2 causes 

congestion for 

remaining ports 3 &4.
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VoQ Looks Forward

1

2

3

4

5

6

7

8

1

2

3

4

5

6

7

8

SW A SW B

VoQ 4

VoQ 5

VoQ 6

VoQ 7

P
o

rt
 7

 E
g

re
s
s

DestID Port VoQ

•Switches require two 

stage table entries 

•Switch send feedback 

on status to each end 

point.  

•This look up table adds 

Virtual output queue 

number
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Courtesy of Chunhua Hu, Erlang Technologies

Mode 0 = v1.3 based traffic

Mode 1 = VC based 

Mode 2 = VC + VoQ
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Performance Summary 
Impact

Courtesy or Erlang Technologies
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Software/Hardware Interface

•High-bandwidth interconnects require low CPU overhead usage model

– Hardware support for logical, transport and link layer

– Low overhead DMA with QoS support

Stack

SW

HW

Client

SW

MAC

DMA

TCP/IP

Application

TCP/IP

MAC

DMA

UDP/IP

SAR/Err

Application

UDP

MAC

SAR/Err

Application

Layer 2

Link/PHY

DMA

Client

Trans

Logical
HW

App

SW

PCI Express:  Rd, Wr

RapidIO:  SWRITE, MSG, Streaming

Ethernet

DriverStack

SW

API (Sockets?)

DMA
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Summary

•High Bandwidth, Low Overhead

•Complete Set of Transactions

–I/O

–Messaging

–Globally Shared Memory

–Streaming Data

•Carrier Grade Data Fabric Performance

–Deterministic Latency

–Quality of Service

–End to End Data Management
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